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ABSTRACT 1. INTRODUCTION

Controlled experiments, also called randomized experiments and Almost any questions can be aesgd, cheaply, quickly
A/B tests, have had a profound influence on multiple fields, and finally, by a test campaign. And that's the way to
including nedicine, agriculture, manufacturing, and advertising answer theni not by arguments around a table. Go to
While the theoretical aspects of offline controlled experiments the court of last resoitt the buyers of your product
hawe been well studied and documented, the practical aspects of I Claude Hopkins, Scientific Advertising923)

running them in online settingsuch asveb sites and services, g;

are still being developed. Online experiments are most useful inexperimental design while working at the Rothamsted
conjunction W'th. agile d_evelopme_nt methodologlmere the Agricultural Experimental Station near London, Englandthe

necesary ingredients exist for rapid feedback and improvement 1920sHi s work had fprofound influe
cycles As the usage of controlled experiments grows in these particug r | y in t he agricultural an

online se_ttings, it i_s becoming more important to_understan_d the(Montgomery, 2005)Over 70 years latethe esoteric field has
opportunities andpitfalls one mightface when using them in o0 "mainstreamEorbes published an article on MultiVariable
practlc_:e. Multlpk_a lessons learned frc_;m running cpntrolled Testing titled A T KKeselkd,e1896) e n t r a :
experiments onh_ne were documented n Bractical Guide to article beginswith the following two sentencegif you haven't
Controlled Experiments on the Welbohawf et al., 2007)in th~|s yet applied multivariable testing to your business, get moving.
follow-on paper, we f gitfalissve bane séea, d VV@h@tﬁe?;ﬁuorun a factory, a maitder house or a hospital, it will

which include a wide range of topics from incorrectly computing robably improveyour performance. Montgomery(2005)wrote
confidence intervals when reporting percent effects (as opposed t hat AApplications of designed

absolute effects) to surprising observations about the impact of theoeyond the agricultural origins. There is not a single area of

choice of metrics on statistical power, ttee influence of robots science and engineering that has not successfully engploye
and ways to remove them (a problem unique to online settings).s + 2t i st i c a | designed experiments.

Online experiments allow for techniques like gradual ramppf R )

treatments to avoid the possibility of exposing many customerstoT 0y ot adés famous production syster
a bad (e.g., buggy) TreatmeMith that ability, we discovered ~ hypothesis testing afnprovementoftenrequires reconfiguration

t hat itos e a glentifytthe winnmg dreatnemt t | 0f the work areaThe fasc_lnatlng story ih.earning to Lead at _
because of Si Weaso shars sompearesats foom . Toyota(Spear_s, 2004jescr|t_)es how recommendations resulted in

an actual experiment on tHdSN portal where the value of F econfiguration of the work area:
additional ads was evaluated using controllegeeiments, and  relocating material stores and moving the light curtains, along

how a monetary Overall Evaluationri@rion (OEC) was  With their attendant wiring and computer coding. These atgng

Ronald A. Fisherled the development of statistical

developed. were made with the help of tect
_ _ _ software,testing new hypotheses is much easier, as code can be

Categories and Subject Descriptors modified andrestored much more easily than physical artifacts.

G.3Probability and StatisticsExperimental Design controlled As noted in Kohavi, et al.(2007) the veb provides an

experiments, randomized experiments, A/B testing.

1.2.6 Learning: automation causality. unprecedented opportunity to evaluate ideas didksing

controlled experiments.

Controlled experiments typically generate large amounts of data,
which can be analyzed usingtatistical and data mining

General Terms
ManagementMeasurement, Design, Experimentatibtuman Factors

Keywords techniques to gain deeper @nstanding of the factors influencing
Controlled experiments, A/B testing-cemmerce Si mp s dhe euscome of interest, leading to new hypotheses and creating a
paradox, robot detection, agile development. virtuous cycle of improvements. Multiple lessons learned from

deploying controlled experiments online and analyzing them were
documented in th@racticd Guide to Controlled Experiments on

the Web(Kohavi, et al., 2007and its longer versiofKohavi, et

al., 2008) In this followo n paper, we focus o
pitfalls. Our contributions describe pitfalls that we have
experienced ifsthand from actual deployments of controlled
experimenby our group and otherand are organized as follows.
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1.Following a brief overview and definitions in Secti@n we
share a motivatingexample ofa controlled experimenin
Section3. The experimentan onthe MSN portalin late 2007
and tested the addition of ads to the pafje discuss how we
developed a monetatyased Overall Evaluation Criterion

may have multiple objectives and a scorecard approach might be
taken, although selecting a single metric, possibly as a weighted
combination of such objectives is highly desired and
recommendedRoy, 2001 p. 50)A single metric forces tradeoffs

to be made once for multiple experiments and aligns the

(OEC) to trade off immediate ad revenue against a reduction inorganization behind a clear objective. A good OEC should not be

user engagement (clicked page views)rhe example and the
OEC are important becage many sites face this dilemma.

shortterm focused (e.g., clicks); to the contrary, it shoutdude
factors that predict lonterm goals, such as predicted lifetime

The simple OEC we used was enough to show that the specificvalue and repeat visits.

proposal to show more ads waetrimental

2.In Sectiond, we review the ingredients for successful
experiments and show that tees a continum of applications
whose suitability for experimentation ranges from low to
excellent We show that gile development methodologies in
conjunction with software aa service (e.g., websites) and

software plus services (connected clients) provide an ideal

environment for heavy use of experimentation.
3. Section5 highlights thatcomputation of confidence intervals

when reporting percent effects is not accurate if simply
intervals as most

transformed from absolute confidence
software packages compute An old derivation by Fieller
(1940)provides exact confidence intervai/e then discuss the
computations of criteria that involve multiple combed metrics.
4.Section6 evaluates the statistical properties of different

metrics, and the surprising difference in statistical power

arising from small changes to metric definitiodnderstanding
these differenceand adopting slightly different metrics for the

OEC when appropriate can dramatically shorten the running

time of experiments
5.Section7 warns about occurrencesf o Si

mp s onNn.os
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Fig'Ure 1: High-level flow for an A/B test

Factor. A controllable experimental variable that is thought to
infpieneeghg PROFactors are assignathlues sometimes called

When Unning experiments On'ine, we have a unique ab|||ty to Levels or Versions Factors are sometimes calls@riables. In

recommendation we made in the pésbhavi, et al., 2007)
However, kecause the rampp exposes a different proportion
of usersto the treatment, computing metrioser the whole
period is incorrect, but a common mistakgpecifically, the
Treatment could be superiboth in the periodefore thaamp
up andthe periodafter the rampup, yet be inferior over the
combinedperiod.

6.Section8 reviews the importance of robot detection and
proposes aovel way to evaluate whether robotet impact
experimental results exist

We conclude the paper with a short summary.

2. CONTROLLED EXPERIMENTS

Variant. A user experience being tested by assigning levels to the
factors; it is either the Control or one of the Treatments
Sometimes referred to a$reatment, although we prefer to
specifically differentiate between the Control, which is a special
variant that designates the existing version being compared
against and the new datments being triedn case of a bug, for
example, the experiment is aborted and all users should see the
Control variant.

Experimental Unit. The entity over which metrics are calculated
before averaging over the entire experiment for each variant
Someimes called anitem. The units are assumed to be
independent. On the web, the user is a common experimental unit
It is important that the user receive a consistent experience

In the simplest controlled experiment, often referred to as an A/B throughout the experiment, and this is commonly achieved
test, users are randomly exposed to one of two variants: Controkhrough randomization dsed on user IDs stored in cookies.

(A), or Treatmen{(B) as shown irFigure 1. This section mirrors  Throughout this paper, avwill assune that randomization is by
the terminology and basic hypothesis testing overview as provided,;ser.

in Practical Guide to Controlled Expienents on the Web
(Kohavi, et al., 2007)where additionamotivating examplesnd
multiple referenceo the literature are provided.

Null Hypothesis. The hypothesis, often referred to ag tHat the
OECs for the variants are not different and thay abserved
differences during thexperiment arélue to random fluctuations.

2.1 Terminology Confidence level. The probability of failing to reject (i.e.,
The terminology for controlled experiments varies widely in the retaining) the null hypothesis when it is true

literature. Below we define key terms used in this paper and note
alternative terms that are commonly used.

Overall Evaluation Criterion (OEC)(Roy, 2001) A quariitative
measure of the experimentoos
called theResponseor Dependent Variable(Mason, et al., 1989;
Box, et al., 2005)other synonyms includ®utcome, Evaluation
metric, Performance metric, or Fitness Function Experiments

Power. The probability of correctly rejecting the null hypothesis,
Ho, when it is false Power measures our ability to detect a
difference when it indeed exists

oAt/)Aj Tgs?. éoimgtiﬁwes ca!ller?j a ﬁu‘il ‘?etsmistg'aﬁ i)f %nSA/Btte%ti, s

you exercise the experimentation system, assigning users to one of
two groups, but expose them to exactly the same experi@nc
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AJA test can be used to (i) collect data and assess its variabilityA second formula is a calculation for the minimum sample size,
for power calculations, and (ii) test the experimentation systemassuming the desired confidence level is 95% and the desired
(the Null hypothesis should be rejected about 5% of the time power is 80%van Belle, 2002 p. 31)

when a 95% confidence level is used).

2
Standard Deviation (Std-Dev). A measure of variability, & = 16, (2)
typically denoted by . 32

Standard Error (Std-Err). For a statistic, it is thestandard  \yherez is the number of users in each variant and the variants
deviation of the sampling distribution of the sample statistic jra assumed to be of equal siz&,is the variance of the OEC
(Mason, et al., 1989For a mean of independent observations, and s is the sensitivity, or theamount of change you want to

itis , / V& where, is the estimated standard deviation. detect The coefficient of 16 in the formula provides 80% power,

. . . i.e., it has an 80% probability of rejecting the null hypothesis that
2.2 Hypothe5|s Testlng and Sample Size there is no difference between the Treatment apdt@l if the

To evaluate whethethe Overall Evaluation Criteriodiffers for true mean is different thaihe true ®ntrol byp. Even a rough
user groups exposed toreatmentand Control varianisa  egtimate of standard deviation Equation2 canbe helpful in
statisticaltest can be donéf the test rejects the null hypothesis planning an experimenReplace the 16 by 2in the formula
which is that the OECs are not different, there vaccept @  apoveto increase the power to 90% more conservative formula
Treatment as being statistically significantly different. for sample size (for 90% power) has been suggestedheeler
We will not review the details of the statistical tests, as they are (1974) that accountsfor multiple comparison issues when
described gry well in many statistical booK#lason, et al., 1989;  conducting an analysis of variance with multiple variants per
Box, et al., 2005; Keppel, et al., 1992) factor (Wheeler, 1975; van Belle, 2002)

What is important is to review the factors that impact the test: 3. SHOULD THE MSN PORTAL SHOW

1. Confidence level Commonly set to 95%, thisvel implies that ANOTHER AD?

5% of the time we will incorrectly conclude that there is a
difference when there is none (Type | erroi)l else being
equal, increasing this level reduces our power (below).

2. Power. Commonly desired to be around-88%, although not
directly controlledIf the Null Hypothesis is false, i.e., there is a
difference in the OECs, the power is the probability of
determining that the difference is statistically significai#
Type |l error is one where we retain the Null Hypothesis when

The MSNportal (http://www.msn.cohis one of thamost visited
sites on the internet. Thportal is composed of rectangular
modules witha Shopping moduleppearingon the right side of
the page above the fo(the upper part of the pagjest most users
see without scrolling) A proposal wasmade in late 200%o
include three new adsdirectly below it, as shown irFigure 2,
which would show up below the fold for most users The
estimatedvalue of the ads watens of thousands afollars per

itis false.) d L o .
ay, yielding millions of dollars per year of additional revenue
3.tSht:rt122trd Error. The smaller the Stérr, the more powerful The impact on the user experience was unclear. Tstign is

; iti 2
4. Effect. The difference in OECs for the variants, i.e. the mean of whether the MSN portalhould display these additional ads

the Treatment minus the mean of the Contrbarger
differences are easier to detect, so great ideas wikeiplbe
missed Conversely, Type |l errors are more likely when the
effects are small.

Two formulas are useful to share in this contd@kie first is the 4
test, used in A/B tests (single factor hypothesis tests):

o= Jo U5 @)

Wherels andUg are the estimated OEC values (e.g., averages),
»0 IS the estimated standard deviation of the difference between
the two OECs, and t is the test res@lased on the confidence
level, a threshold t is established (e.g., 1.96 for large samples and
95% onfidence) and if the absolute value of t is larger than the . . .
threshold, then we reject the Null Hypothesis, claiming the Figure 2: MSN portal proposgl to display more ads.

Treat ment 6s OEC is therefore stati S{_qft.CCanrql,{/?lghg'li'r%tm?ntf icantly diff
than the Control 6s OEC. We a sAgraeing ontah OBECufg lam experimerit & ot edagethesea mp | e
sizes & large enough that it is safe to assume the means have dongterm effects of seeing more ads? If tisers exposed to the

Normal distribution by the Central Limit Theore(Box, et al., ads click less, how do we weigh that in?

2005 p. 29; Boos, et al., 200@ven though the population
distributions may be quite sked.

Pitfall 1: Avoiding experiments because the Overall
Evaluation Criterion (OEC) is hard to compute
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